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HPC on commodity hardware

● HPC on a personal computer sounded weird 

● “If you want HPC, get a Cray”

● Early work on “cycle harvesting” since 80's

● “Beowulf” clusters in mid-to-late 90's spread the 
popularity of the concept
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From irrelevance From irrelevance 
to ubiquityto ubiquity
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From irrelevance to ubiquity

97%
of the top500 super 
computers run Linux

November 2013 listing
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The compute modelThe compute model
Tuning examplesTuning examples
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Tuning?

● There is no magical recipe

● This is only a tuning primer

● Need to know how the system works, how the 
application work and what are your priorities
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The traditional example

for (i=0; i<MAX_DEPTH; i++)
   if (i==DIRAC_POINT)
      process_dirac();
   else
      process_non_dirac();

for (i=0; i<MAX_DEPTH; i++)
   if (i!=DIRAC_POINT)
      process_non_dirac();
   else
      process_dirac();
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The compute model

We need smart 
algorithms to place 
the workload on the 
computing resources.

Those placement 
decisions are 
reviewed continuously.
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Process placement and scheduling

● Processor affinity

● Process migrations

● Forcing process placement
● taskset

● sched_setaffinity()

● Process priority
● nice

● chrt and sched_setscheduler()
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Memory placement and NUMA

● Uniform vs. Non-Uniform 
Memory Access

● Forcing memory placement 
with numactl

● Memory page migration in 
NUMA systems
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Memory management

● Page cache considerations

● Huge pages

● Overcommit

● Out of memory killer
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Interrupts placement

● IRQ-to-CPU affinity

● irqbalance

● [ksoftirqd/X] kernel 
threads

● Multi-queue networking

● Zero-copy IO

● Offloading engines
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Salaam and good morning.  My name is Imed Chihi and I am a Senior Technical Account Manager at Red 
Hat.  I am part of the Support and Engineering organisation within the company.
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Agenda

● The case of HPC on commodity platforms

● From irrelevance to ubiquity

● The compute model

● Tuning Red Hat Enterprise Linux

● Process placement
● Memory placement
● Interrupt placement

The purpose of today's presentation is to talk about the use of Red Hat Enterprise Linux in HPC 
environments and the common tuning areas to which the HPC user and administrator needs to pay 
attention.
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The case of HPCThe case of HPC
on commodityon commodity
platformsplatforms
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HPC on commodity hardware

● HPC on a personal computer sounded weird 

● “If you want HPC, get a Cray”

● Early work on “cycle harvesting” since 80's

● “Beowulf” clusters in mid-to-late 90's spread the 
popularity of the concept

Although it sounds like a de facto standard nowadays, the idea of running HPC workloads on PC-like 
architectures has not always been mainstream.
20 to 30 years ago, this idea was totally strange as the rule was to run HPC on custom proprietary 
hardware, namely Cray Research and others.
In the 80's some early research started to consider options to take advantage of the idle cycles on personal 
workstations to run demanding processing in a distributed fashion.
In early 90's appeared a trend called “Beowulf clusters” which were collections of Linux personal computers 
connected to a LAN and running scientific processing tasks in a distributed fashion.  Work on Beowulf has, 
for instance, been the main drive for the proliferation of Ethernet NIC drivers on Linux as early as 1995.
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From irrelevance From irrelevance 
to ubiquityto ubiquity
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From irrelevance to ubiquity

97%
of the top500 super 
computers run Linux

November 2013 listing

Today, this is no longer a “clever idea”, but “the standard”.
The fact that 97% of the top faster super-computers on the planet run Linux speaks volumes about the 
success of the concept.
The operating system's kernel tries to make the most optimal decisions for general purpose workloads.  
However, we will see in the rest of this talk that there areas of optimisation and that it's important to 
understand how the hardware works and how the operating system works both to analyse problems and 
optimise execution.
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The compute modelThe compute model
Tuning examplesTuning examples
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Tuning?

● There is no magical recipe

● This is only a tuning primer

● Need to know how the system works, how the 
application work and what are your priorities

It is important to realise that tuning is not a magic recipe which, somehow, makes my jobs run twice as fast.
Depending on the workloads characteristics and the available platform, some adjustments could be done to 
improve execution times.
Other workloads have other priorities than executions time:  those could be low latency for financial trade 
engines for instance or reliability for database transactions.
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The traditional example

for (i=0; i<MAX_DEPTH; i++)
   if (i==DIRAC_POINT)
      process_dirac();
   else
      process_non_dirac();

for (i=0; i<MAX_DEPTH; i++)
   if (i!=DIRAC_POINT)
      process_non_dirac();
   else
      process_dirac();
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I am starting here with the simplest example I could think of about the impact of the platform on the execution performance.
The two loops here are semantically identical.  However, they would run in very different ways on the hardware resulting in different 
performance results.
The if test would result in a code jump if the condition is false.  However, it would cost nearly nothing if the condition is true.  This is 
the reason why the first loop will incur MAX_DEPTH-1 additional jumps compared to the second one.

$ cat dirac.c
int i;
#define MAX_DEPTH  99999
#define DIRAC_POINT 500
void process_dirac() { return;}
void process_non_dirac() { return;}
int main(int argc, char **argv) {
for (i=0; i<MAX_DEPTH; i++)
   if (i!=DIRAC_POINT)
      process_non_dirac();
   else
      process_dirac();
return(0);}

The compiler generates this:

$ gcc S dirac.c
$ more dirac.s
(..)
.L9:
        movl    i(%rip), %eax
        cmpl    $500, %eax
        je      .L7
        movl    $0, %eax
        call    process_non_dirac
        jmp     .L8
.L7:
        movl    $0, %eax
        call    process_dirac
.L8:
        movl    i(%rip), %eax
        addl    $1, %eax
        movl    %eax, i(%rip)
(..)
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The compute model

We need smart 
algorithms to place 
the workload on the 
computing resources.

Those placement 
decisions are 
reviewed continuously.
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As stated previously, in order to do any kind of optimisation or tuning, we will need to understand how the 
computing platform works.  Given the excessive complexity of modern computers, we'll use this simplistic 
model to present the core tuning concepts.
A computing platform provides computing resources (memory and processors):  this is the basic von 
Neuman model on which modern computers are built.  On top of those resources we'll try to run a 
workload.  This workload is typically our user processes which are a sequence of instructions.  There's also 
an “asynchronous” workload which is generated by the events from the attached devices.  Those events 
are implemented using interrupts to request processing for network and storage operations in an 
asynchronous manner.
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Process placement and scheduling

● Processor affinity

● Process migrations

● Forcing process placement
● taskset

● sched_setaffinity()

● Process priority
● nice

● chrt and sched_setscheduler()

We will start here with the first right hand side arrow on the previous slide which is about placing processes 
on CPU.
There's a key concept here which is “processor affinity” which is the tendency of the scheduler to keep 
scheduling a process on the same CPU as much as possible.  When a process runs and access memory 
locations, it would load the most frequently used ones into the various processor caches, therefore, 
scheduling the process on a new processor would make it lose the benefit of rapid cached access until the 
caches of the new processor are filled.
In some cases, however, the scheduler is forced to “migrate” a process because imbalance between the 
load of processors increases too much.  There are dedicated kernel threads to perform this migration:  
[migration/X]
Those scheduling decisions could be overidden by manually forcing task assignments or limiting them to 
particular CPUs.  Namely, you may use the taskset command to bind processes to particular CPUs.  
Applications, could do the same by calling sched_setaffinity() to bind themselves to particular 
CPUs.

  # taskset -c 2 memhog -r9999 1g

The workload process would typically run along multiple other supporting tasks for system management.  
Therefore, it might make sense to give a higher priority for the workload process to take longer time slices 
on the CPUs and to get the scheduling priority on other tasks.  This could be implemented using the 
traditional Unix nice command and/or nice() system call.
The real-time capabilities of the Linux kernel could allow tasks to gain even higher privileges to use the 
CPU by marking them as real time tasks as in:

   # chrt -r 99 memhog -r9999 1g
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Memory placement and NUMA

● Uniform vs. Non-Uniform 
Memory Access

● Forcing memory placement 
with numactl

● Memory page migration in 
NUMA systems
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Memory management is often the most intricate part of an operating system.  It is very difficult to implement a virtual memory 
manager which can work properly both on a single CPU with 512MB of RAM and on 512 CPUs with 2TB of RAM.
The traditional PC architecture uses a linear memory  hardware which can be accessed from all CPUs at the same cost:  accessing 
a given memory location takes the same time regardless from which CPU the access takes place.
However, this architecture model does not scale to match the requirements of the modern platforms which tend to have tens of 
CPUs and hundreds of gigabytes of memory.  Therefore, modern servers are built around a Non Uniform Memory Access model 
where the system is comprised of multiple groupings of memory modules and CPUs:  those groupings are called “NUMA nodes”.
On those models, access to a memory location from CPU0 takes much less time than from CPU1.  The NUMA architecture can be 
viewed with numactl as in:

# numactl --hardware
available: 4 nodes (0-3)
node 0 cpus: 0 1 2 3 4 5 24 25 26 27 28 29
node 0 size: 65521 MB
node 0 free: 62106 MB
node 1 cpus: 6 7 8 9 10 11 30 31 32 33 34 35
node 1 size: 65536 MB
node 1 free: 62977 MB
node 2 cpus: 12 13 14 15 16 17 36 37 38 39 40 41
node 2 size: 65536 MB
node 2 free: 63453 MB
node 3 cpus: 18 19 20 21 22 23 42 43 44 45 46 47
node 3 size: 65536 MB
node 3 free: 63028 MB
node distances:
node   0   1   2   3 
  0:  10  21  21  21 
  1:  21  10  21  21 
  2:  21  21  10  21 
  3:  21  21  21  10 

Just like process migration threads exist to move a process to a different CPU, recent kernels implement NUMA page migration in 
order to “move” memory allocated to a process to a NUMA node “closer” to where the process is running.
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Memory management

● Page cache considerations

● Huge pages

● Overcommit

● Out of memory killer

The page cache is a dynamic memory space used primarily for caching IO.  The Linux kernel typically uses 
large amounts of physical memory for caching when it's free.
Those allocations are not initiated by user processes, so they could be confusing as it's not obvious to track 
them with precision.  The Linux kernel implements controls to restrict how much memory could be used.  
However, the page cache shall not affect how much memory applications could allocate since the memory 
it uses is usually reclaimable when there's a user demand.
HugePages are an implementation of larger page sizes than the typical 4KB size common on commodity 
platforms.  The main motive is, again, a concern of scalability as the use of 4KB pages would imply page 
tables and memory management data structures with millions of entries.
Traversing linked lists with millions of entries could have a serious impact on performance.  Therefore, 
considering the use of HugePages is no longer an option as the typical compute node is likely to have large 
amounts of memory.
Overcommit is a feature of virtual memory managers by which they can satisfy more memory allocation 
requests than it has available in physical memory.  It is very common to find that the aggregate amount of 
virtual memory allocations is much higher than the actual available physical memory.  Check 
/proc/meminfo for details.  This is very analogous to overbooking done by some airlines:  it provides for 
optimal utilisation of the resources, but, we may run the risk of having users really claiming to use what they 
have allocated which would yield to a problematic situation.
The typical behaviour of virtual memory managers is to rely on a swap space as a slow extension of 
physical memory.  However, when applications demand goes beyond the actual available memory 
situations of “thrashing” are likely to occur.  A “thrashing” is a situation where the memory manager keeps 
moving pages between RAM and the swap space indefinitely ending up in a near-lockup situation.
The “out of memory killer” is a kernel mechanism which attempts to kill processes in order to bring the 
system out of thrashing situations.  Therefore, it is important to watch for excessive memory usage as it 
may trigger the out of memory killer.
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Interrupts placement

● IRQ-to-CPU affinity

● irqbalance

● [ksoftirqd/X] kernel 
threads

● Multi-queue networking

● Zero-copy IO

● Offloading engines

Interrupts are asynchronous events which need to be processed by CPUs.  Those are asynchronous 
because they are not initiated by the user and their timing cannot be controlled.  Interrupts are the main 
method of communicating with external devices, namely networking and storage.
With high speed network interfaces at 10GbE and 40GbE or fibre channel links at 16Gbps per port, the 
number of interrupts could require a huge processing power from CPUs.  Therefore, the assignment of 
interrupts to CPUs could be tuned for optimal processing.  The irqbalance service could be used to 
distribute the interrupts load among processors.  However, this may not be the optimal choice for certain 
workloads.
Interrupt handling is actually done in two phases:  a first synchronous phase where the CPU receives the 
interrupt and acknowledges it, then is schedules the remainder of the processing to be completed later on, 
this needs to be done the moment the interrupt is raised and without delay otherwise, packet loss could 
occur.  A second phase is processed by kernel threads called [ksoftirqd/X] asynchronously.  Those threads 
are scheduled just like any other process as they are not under time constraints.
Modern network devices and device drivers are capable of delivering incoming packets to multiple receive 
queues.  This allows for multiple processors to pick and process packets in parallel because receive 
queues can only be accessed under a CPU lock.
Another more common optimisation is offloading engines which are hardware-implemented processing on 
network traffic.  Actions like packet re-assembly or checksum calculation which are usually done by the 
CPU would be offloaded to be processed by the network interface.
The Unix programming model expects that transmission and reception of data from network or storage 
interfaces is done with two copies:  the kernel copies the data from user space to a buffer in kernel space, 
then from this kernel buffer to the transmission device.  This double-copy has plagued the performance of 
high demanding applications on Linux/Unix especially that CPU speed and network speed has grown much 
faster than memory speed which mostly stagnated over the past 20 years.  Zero copy is a mechanism 
which permits direct transmission from user buffers directly to the hardware which improves performance, 
however, there are still no standard and common interfaces to do this and it still requires some hacking to 
be implemented.
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